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Elegant, minimal podcast app

Accurate ad detection and auto-skip

Free

iOS only, for now

Motivation

No ad-skipping-capable podcast app I found matched the UI/UX quality of 

Apple Podcasts / Spotify, and none were free.
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Past approaches to podcast ad detection

Adblock Radio (2018, Alexandre Storelli)

Neural classifier (~73k params) on spectral content + fingerprint bank of known ads

Identifying Advertisements in Podcasts (2025, Felix Wolf, Univ. of Hamburg master’s thesis)

Neural classifier (~1M params) on audio + transcript sentence embeddings

LLMs (billions to trillions of params): a seemingly perfect solution

Both ran into accuracy issues.

Hypothesis: reliable podcast ad detection needs a lot of world knowledge, 

and thus a much higher parameter count.
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A simple plan with LLMs

Episode audio Transcript
LLM

“Where are the ads?”
Ad locations

Done… right?

No. Dynamic ads throw a wrench into this.
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Two types of podcast ads

Static

One version of the episode, so its ads 

never change.

The simple plan works

Dynamic (programmatic) Popular since the mid-2010s

Ad placement and length vary with targeting: location, and possibly IP address, 

device OS, etc.

Copenhagen

New York

London

and more, changing over time

Clean audio Ad

With dynamic ads, every version needs its own transcription and LLM call

Thousands of podcasts × hundreds of episodes × tens to hundreds of versions = millions of LLM calls

High latency

Wait for transcription and LLM calls

High cost

LLM API bill will bankrupt you and your 

future generations
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The naive solution: rehost the audio

Podcast’s server

Official episode URL

Transcription + LLM

Everyone else

Any one version

Ad locations + 

the audio file itself

Your servers
Cloud object storage

That same file, ads already found

Bypassed

§

$

§ Illegal

Rehosting and redistributing copyrighted audio without a 

license. It must always come from the official URL.

$ Costly

Every episode stored in cloud object storage and streamed 

from there. Three hours at 128 kbps is about 170 MB.
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What stays the same across versions

Ads and their locations change The clean audio never changes

Any one version

Run transcription + LLM once to find the ads

Drop the ads Same audio

Clean episode Save it

Match against Same audio

Any other version

Unmatched holes must be the ads. No transcription or LLM needed.
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Shazam-style fingerprints
How we save the clean episode; invented by Avery Wang at Shazam (founded 1999).

↑ Frequency

Time

f1

f2

Δt

f1

375 Hz

f2

477 Hz

Δt

256 ms

time

2.02 s

1. Spectrogram

Slice the audio into short windows 

and measure how loud each 

frequency is in each one.

2. Peaks

Keep only points that are the 

loudest within ±63 Hz and 

±64 ms, up to 15 per second.

3. Pairs

Pair each peak with 3 peaks 

after it.

4. Hashes

Each pair becomes a 32-bit 

hash of its two frequencies 

and their time gap, saved with 

its timestamp.

Cannot be turned back into audio

Only a few frequencies and times per 

second survive, with no loudness or phase.

Long-standing legal precedent

Considered facts about the work, not the 

work itself; safe to store (and redistribute)

Tiny: about 0.4 MB per hour

Alternatives like MFCCs are much heavier.

Shazam fingerprints were invented for identification, e.g. identifying a song. 

We need to do accurate matching. Can they be used for that?
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Movie synchronization by audio landmark matching
Ngoc Q. K. Duong and Franck Thudor at Technicolor (2013, IEEE ICASSP)

Paper: one film, many cuts

Theatrical cut

Director’s cut
Added scene

drea: one episode, many versions

Clean episode

Other version
Inserted ad

↑ Clean episode

Other version

+15.3 s

+52.0 s

+70.8 s

+91.5 s

+111.9 s

Paper: every spike over the threshold

← Shazam: only the tallest

Threshold

Hits per time difference (√ scale)

↑ Clean episode

Other version

+15.3 s +52.0 s

+70.8 s

+91.5 s

+111.9 s

Outliers dropped

Jump: audio 

was added

1. Look up every hash

A shared hash is a hit: a pair of times. Of 

53,719 hits here, same audio falls on diagonals; 

accidents scatter.

2. Count the time differences

Time difference = version time − clean time. 

All hits on a diagonal share one, so each 

diagonal piles up into one spike.

3. Cluster each diagonal

Keep hits near a spike (to remove accidental 

hits), cluster them and drop small clusters. 

Each stretch now has an exact start and end.



drea

Finding ads by matching clean audio fingerprints
Allows us to only have to transcribe + call LLM once per episode, ever.

Clean episode

+15.3 s

+52.0 s
+70.8 s

+91.5 s

+111.9 s

Ad: new diagonal

Added: bridged pauses

Silence has few fingerprints, the paper’s weak 

spot. But a pause stays on the same diagonal, 

so nothing was inserted. It is bridged: under 

15 s always, under 30 s if quiet.

Added: filtered holes

A hole must last 7 s and be over 

45% speech, which rules out 

pauses and music. Ads within 60 s 

merge, and snap to the file’s edges 

within 10 s.

Any other version

Matched stretches

Holes ≥ 7 s

Ads found

Ad Ad Ad Ad AdPause Pause Music

Bridged Bridged

9% speech

Real run on a synthetic 15-minute test episode, using a basic TTS model
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How drea finds ads
On-device Cloud

1. Episode never seen

Transcription + VAD
Parakeet TDT 0.6B v2

Pyannote Segmentation 3.0

(FluidAudio)

Transcript Cloud

LLM

Ad opening + 

closing lines Align ad

segments

Generate fingerprints

.drea file

Ad segments

The player skips them

Save

Save

.drea fingerprints

by episode key

Ad segments

by file hash

2. Episode seen & processed, but different version (file hash differs) 

.drea fingerprints
by episode key

Download Match fingerprints + VAD
FluidAudio Pyannote Segmentation 3.0

Holes are 

the ads Ad segments
The player skips them

Save Ad segments
by file hash

3. Ad segments cached for exact file hash

Ad segments
by file hash

Ad segments
The player skips them
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